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Abstract— This research performs a comparison analysis of BERT-based models within the scenario of a question answering (QA) process using a news article as the basic dataset. A baseline BERT base cased model, a BERT base uncased model, a BERT large cased model with whole word masking, and a BERT multilingual cased model were analyzed. The models were evaluated using two metrics of performance, namely Exact Match (EM) score and Average Inference Time, to respectively assess precision and computational efficiency. The results show that cased models were found to have higher accuracy over their uncased versions, and that bigger models don't always translate into better performance despite higher computational costs. Additionally, the multilingual model showed comparable proficiency on QA processes conducted on the English language, achieving accuracy on a level with the monolingual baseline while registering slightly shorter inference times. The results emphasize the compromises inherent with model precision, efficiency, and transferability and therefore provide considerable insights to inform BERT variant choice in realistic QA practice.
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Introduction
One of the key tasks in Natural Language Processing (NLP) is Question Answering (QA). Defined as the capability for a machine learning model to provide answers to inquiries with the help of contextual data, QA has been applied in a wide variety of use cases. From search engines to virtual assistants, these applications highlight the need for these models to provide accurate and relevant responses.
The rise of models based on the transformer framework has enabled models to have a more robust understanding of context and nuanced patterns that earlier models may struggle to comprehend. In particular, Bidirectional Encoder Representations from Transformers (BERT) models leverages deep context model to better capture the meaning of words and sentences. This advancement has lead to numerous BERT-based models to be developed, with each iteration aiming to improve efficiency, generalization, or scalability. 
This study aims to compare the performances of various BERT-based NLP models. Particularly, their capability in QA will be measured and compared against each other. The implementation will use a single news article as the context, and each model will be measured on if the answer they generated is correct, and how much time it took for the model to answer the inquiry.
Methodology
Dataset Description
For this implementation, a single news article was chosen to be used as context and will be the basis of the questions passed to the question answering model for analysis. This article is “Chartered flights eyed for repatriation of over 200 OFWs in Lebanon” by Gita-Carlos [1], a news article available in the Philippine News Agency platform. This article was chosen due to it having rich and diverse fact-centric information, that allows for accurate analysis of whether can the question answering model can accurately identify and extract specific answers to inquiries. The following questions and their corresponding “gold standard” answers were gathered from the context and will be used to analyze the performance of each model:
	Question
	Answer

	Who is arranging chartered flights for overseas Filipino workers in Beirut?
	The government

	How many overseas Filipino workers are expected to be accommodated in the chartered flights from Beirut?
	300

	Why were the scheduled flights of some OFWs on September 25 canceled?
	the recent bombings in Beirut

	How many OFWs are currently staying in temporary shelters in Beirut?
	111

	What assistance will each repatriated OFW receive upon arrival in the Philippines?
	PHP150,000 in financial assistance

	Which militant group is being targeted by Israel’s intensified airstrikes in Lebanon?
	Hezbollah

	What alternative routes is the DMW considering if air evacuation becomes impossible?
	land and sea routes

	Which agencies will coordinate for a whole-of-government assistance approach?
	the DMW, the Overseas Workers Welfare Administration (OWWA), and other concerned agencies

	How many OFWs are still applying for exit permits from the Lebanese government?
	110

	Did any Filipinos get hurt during the recent attacks in Lebanon and Israel?
	no Filipinos were hurt



Models Description
Several pre-trained models were selected to be analyzed and compared to each other. All models are available in the Hugging Face platform, and the names listed for each are their model identifiers in the platform.
deepset/bert-base-cased-squad2
This is a BERT base cased model that is finetuned on the Stanford Question Answering Dataset (SQuAD) [2] [3]. Base refers to the model’s size, which is around 108M parameters, while cased means that the model preserves the capitalizations of the text. The model was finetuned on the second version of the SQuAD dataset, which contains both answerable and unanswerable question, teaching the model to abstain from giving answers to questions that it does not know the answer to. This model will serve as the baseline model for comparison.
deepset/bert-base-uncased-squad2
Similar to the previous model, this is a BERT base model, though this model is configured to convert all tokens to lowercase, hence it is labelled as uncased. This model will be used to analyze the difference between a cased and an uncased model.
google-bert/bert-large-cased-whole-word-masking-finetuned-squad
This model is a BERT large cased model that is made by the Google Research team. It is a larger model in terms of parameter count, with a model size of 334M parameters. This model will be used as a comparison to determine how much impact model size has on the performance of the model. The model was also trained on a new technique called whole word masking, where the whole token corresponding to a word is masked at once.
salti/bert-base-multilingual-cased-finetuned-squad
This model is a BERT base cased model. Unlike the previous models, this model is pre-trained on a corpus made of several languages, instead of only a single one like English. This allows for analysis on the performance impact of a multilingual understanding model when compared on a model trained specifically on a single language.
Libraries Used
To facilitate this implementation, the transformers library made available by the Hugging Face platform is used to download the pre-trained model, define the necessary models and tokenizer, and create the question answering pipeline that will be used to answer inquiries.
Under the hood, the transformers library requires that PyTorch is installed locally.  This implementation was ran in the Google Colab platform with a T4 GPU runtime, so a PyTorch installation with CUDA support is used. This version of the library makes use of the GPU as the primary compute platform of the model, which is faster than a CPU-based platform.
Aside from external libraries, several built-in Python modules were also used to facilitate presentation and metrics calculation. The textwrap module was used to cleanly present the contents of the context article, while the time module was used to get the amount of time that has elapsed while the model was generating an answer to a question.
Implementation
[image: ]
Question Answering Pipeline.
The figure above is the main functionality that generates the answers from a user’s inquiry. The BERT model and tokenizer has already been defined and is passed to a question answering pipeline. The context article has also been established previously.
The user is asked for a question that the model will attempt to answer. This done by passing the inputted question, along with the context article, to the pipeline. The model will then attempt to answer with the best answer, which is returned along the start and end index corresponding to where in the context article the answer is located at, along with the probability of the answer being right. The time it took for the model to get an answer was also recorded and displayed to the user upon completion.
Performance Metrics
To measure the performance of a model, two metrics were used, the Exact Match Score and the Average Inference Time.
Exact Match (EM) Score
To get the EM Score of a model, the following formula is used:
		(1)
Equation (1) takes the number of correct answers made by the model and is divided by the total number of answers generated by the model. This metric simply displays how many times the model returned the correct answer.
Average Inference Time
The average inference time measures how much time the model takes when generating answers. To get this metric, the following formula is used:
		(2)
Equation (2) takes the sum of all the times for each question, and divides it by the amount of answers generated by the model. This gives the average amount of time the model to answer each question.

Results
Baseline Model
	deepset/bert-base-cased-squad2

	Exact Match Score
	0.8

	Average Inference Time (seconds)
	0.24988


Performance Metrics for the Baseline Model
The baseline model achieved an EM score of 0.8, indicating that 8 out of the questions were answered correctly. This could signify that the model is able to accurately extract answers from the context. Meanwhile, it got an average inference time of around 0.25 seconds, which reflects a relatively efficient processing speed for the model. As a whole, these results establishes a good benchmark for the comparison of the other BERT models.
BERT Uncased
	deepset/bert-base-uncased-squad2

	Exact Match Score
	0.7

	Average Inference Time (seconds)
	0.19779


Performance Metrics for the BERT Uncased Model
The uncased model produced an EM score of 0.7, which is slightly lower than the baseline model. This suggests a reduced ability to identify context-specific details. Though, the average inference time is slightly faster at around 0.2 seconds, which signifies a more efficient computation process.
BERT Large
	google-bert/bert-large-cased-whole-word-masking-finetuned-squad

	Exact Match Score
	0.7

	Average Inference Time (seconds)
	0.38608


Performance Metrics for the BERT Large Model
The large size model resulted in an EM score of 0.7, which is lower than the baseline, but matches the uncased model’s score. The average inference time is also considerably higher than the baseline model, clocking in at around 0.39 seconds, which shows how the larger model’s deeper and wider architecture may be more costly computationally.
BERT Multilingual
	salti/bert-base-multilingual-cased-finetuned-squad

	Exact Match Score
	0.8

	Average Inference Time (seconds)
	0.23264


Performance Metrics for the BERT Multilingual Model
The multilingual model managed to match the baseline’s EM score of 0.8, despite having been trained across multiple languages. The model also got an average inference time of around 0.23 seconds, which is slightly faster than the baseline model. These results show that the multilingual model shows signs of being accurate and efficient.

Discussion
Cased vs Uncased Models
The results between the cased and uncased models shows how the cased model outperformed the uncased model with the EM Score. This result suggest that preserving capitalization provides contextual information that a model can use to infer more accurate answers. Despite the fact that the uncased model achieved faster inference times, the lower accuracy on its answers further highlights the importance of having case sensitivity, particularly in QA applications.
Base vs Large Models
The comparison between base and large models highlighted the fact that increased model size does not always equate to better model performance. The larger model achieved a lower EM Score, while also having a higher inference time. This can indicate diminishing returns for model scaling, as the added parameters in the larger model did not have the corresponding gains in accuracy to justify the increased computational cost.
Monolingual vs Multilingual Models
The multilingual model managed to match the performance of the baseline monolingual model, with both attaining the same EM Score. It is also worth noting that the multilingual model had a slightly faster inference time. This is noteworthy, seeing as the multilingual model remained competitive on English QA tasks, despite having a shared vocabulary from being trained across many languages. This model could be a versatile alternative to language-specific in a case-by-case basis.
Accuracy vs Speed Tradeoffs
The overall result of this experimentation highlights the trade-off between accuracy and computation efficiency. There are cases, like the uncased model, where it was faster in inferring answers, but it could not match the accuracy of the other models. There is also the larger model, where it showed a considerable performance drop despite the fact that it had a higher parameter count than the other models. These findings further cements the importance of experimentation in finding the optimal model choice.
Conclusion
This study compared the performance of several BERT models on a question answering task. The results show that cased models are generally more accurate, highlighting the importance of keeping capitalization to expand the contextual understanding of a model. Similarly, larger models did not yield a considerable performance gain compared to a smaller model, while also incurring a greater computational overhead. Meanwhile, the multilingual model showed competitiveness in accuracy while maintaining efficient inference, highlighting the model’s versatility. Overall, the findings emphasize the trade-off that should be made between accuracy and efficiency. Certain models can deliver faster inference, while some prioritize accuracy in its results. This makes model selection dependent on the practical requires of the intended application of the model.
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1 inquiry = input("\nType your question: ")

2 while (inquiry != '*'):

3 start_time = time.time()

4 answer = gna_pipeline({ "question": inquiry, "context": context })
5 end_time = time.time()

6

7 elapsed = end_time - start_time

8 print("Answer found: " + answer['answer'])

9  print("At Index: answer['start'], " - ", answer['end'])
10 print("With Probability:", answer['score'l, "\n")

11 print(f'Time Elapsed: {elapsed:.4f} seconds")

12

13 inquiry = input("Enter another question (* to stop):





