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Abstract—This study presents the development and evaluation of an AI-powered summary assessment tool that leverages transformer-based models—specifically BERT and Sentence-BERT—to measure the semantic similarity between academic source texts and student-generated summaries. The system is designed to enhance learning efficiency by providing immediate, meaningful feedback aligned with the principles of formative assessment. Using the SciTLDR dataset and additional evaluation data, the study fine-tunes a MiniLM-based sentence embedding model through extensive hyperparameter optimization using Optuna. Correlation-based metrics (Spearman and Pearson) are used to quantify alignment between model outputs and human-judged similarity. Results show that configurations involving MEAN pooling, moderate learning rates, adaptive optimizers, and controlled dropout produce the most robust performance, with peak Spearman correlations near 0.857. A prototype summary-evaluation interface demonstrates the practical educational application of the system. This work highlights the potential of transformer-based NLP models to support equitable and scalable feedback mechanisms in higher education, contributing to Sustainable Development Goal 4: Quality Education.
Keywords— BERT, Natural Language Processing (NLP), AI in Education, Text Summarization, Study Reviewer Generation, SDG 4
I.  Introduction 
Background and Context
Education is undergoing a professional transition, one in which data-driven technology is changing how students can learn, how educators can teach (including assessment), and how institutions can make decisions. With the rapid expansion of online and blended learning, a growing number of students are learning through digital mediums, completing assessments online, and engaging with educational platforms and tools (e.g., LMS) that produce massive amounts of educational data every day. By analyzing this educational data, educators can observe trends in student performance, learning behaviors, and levels of engagement and can identify areas in which students might be struggling in their learning and provide educators the opportunity to support those students quickly and in the learning process, and to personalize instruction to improve learning outcomes.
At the same time, new capabilities in Artificial Intelligence (AI) and Natural Language Processing (NLP) have enabled systems to analyze educational products (e.g., essays, discussion posts, self- or peer-provided observational feedback) automatically and accurately. Many of these advances rely upon transformer-based language models such as BERT, which shows the ability to produce accurate semantic understanding and context interpretations about human language [4]. These transformer models can do more than recognize particular keywords; they can analyze the extent to which two discovered pieces of text accurately convey the same meaning. This ability to assess the relationship between texts is particularly useful for educational applications in which student writing must be interpreted.
A central focus in this area is semantic sentence similarity—determining the extent to which two sentences or passages convey similar meanings. This task is important for applications such as automated essay scoring, summary evaluation, question answering, and plagiarism detection, because it needs to go beyond word surface matching and more deeply assess for semantic alignment. Fine-tuning a pre-trained BERT-based model on datasets that specifically look for semantic similarity allows it to be adjusted to educational contexts where student products need to be compared against a source. 
Significance of the Study
The proposed system enhances AI-powered instructional technology by giving students instantaneous, systematic feedback on how well the meanings of their summaries reflect the meanings of the source material. Instead of relying on self-evaluative judgments or waiting for feedback from the instructor or other evaluators, students can now directly assess how well their summaries convey the main ideas of the source texts. This type of experience enables students to create an active learning experience that is both engaging and focused on reflective practice and metacognitive awareness as they work to improve their summaries via their own feedback.
For instructors and institutions, the proposed system provides a scalable way to assess students' comprehension of course material. Using a scaler that generates aggregate summaries for students and by examining any patterns in summary similarity scores gives instructors a foundation to identify which topics students struggled with as they move forward in a course. While it may not serve as a replacement for instructor assessment, similar systems help reduce the workload of assessing and evaluating pieces of written work, especially in large class environments.
More generally, this work demonstrates a method relevant to the Sustainable Development Goal 4 (SDG 4) of Quality Education by showing how a BERT-based natural language processing (NLP) model can be successfully fine-tuned for deployment and developed to support fair and equitable tech-enhanced learning experiences [8]. Additionally, by addressing semantic similarity for summary writing during a focus on student generated summaries, this work highlights both the technical work of hyperparameter tuning, as well as the pedagogical significance of AI-assisted formative assessment.
II. Problem Statement
A. Domain: Education
Education continues to serve as a foundational force for an individual’s development and a given society's advancement; however, students still struggle to process and internalize the information they read in academic materials in a timely and effective way. In many college classes, for example, a student is assigned to read twenty pages from a textbook, several articles, notes from lectures, etc., and then the student is evaluated on their understanding through written summarization and/or reflection. While summarization is an effective method for processing and evaluating comprehension while engaging in critical thinking, students often experience trouble gauging whether their summaries accurately reflect the author's main points and details. 
Current learning environments are often limited in offering automated feedback and support for formative assessment of this nature. Systems known as learning management systems (LMS) typically only provide pertinent information regarding a student’s learning experiences related to quiz scores, assignments completed, and overall grades, but they do not provide information that measures the degree to which a student’s written assignment (the summary in this context) accurately reflects the main ideas in the text and the content of the material. Therefore, a student could continue studying content in such classes with their misunderstandings and students who display an incomplete understanding of the study material also escape detection by instructors in large classes where it is not feasible to process every written assignment individually.
B. Societal Problem:  Learning Inefficiency
Conventional study methods rely primarily on students reading, highlighting, and summarizing information on their own without timely and intentional feedback on their writing. This can lead to many issues: (1) students could write summaries that either do not include key ideas or overly include trivial details; (2) students may have difficulty assessing whether summarized content was semantically accurate to the original document; and (3) instructors may not have the time and ability to provide rigorous feedback on each student summary. Collectively, these issues can create ineffective learning, ongoing misconceptions, and inequitable opportunities for quality feedback - this is contrary to the ideals of (SDG 4): Quality Education Development Goal 4: Quality Education, which encourages inclusive, equitable, and working quality educational opportunities for all. [8]
 
While recently developed Artificial Intelligence (AI) and Natural Processing (NLP) capabilities have led to strong transformer models (e.g. BERT, Sentence-BERT) to measure semantic similarity between texts, many educational contexts still lack technology that benefits from summaries enhancing educational engagement. Existing automated writing products rarely assess grammar, style, and even plagiarism, but do not assess assessment opportunities of semantic alignment to students' summaries.
 
This creates a disconnect in practice and research: a lack of an AI-enabled system capable of comparing student-generated summaries to the source documents while also providing useful, semantically relevant feedback about their accuracy and relevance. Additionally, to maximize and ensure both reliability and pedagogical usefulness via a BERT-based model, thorough fine-tuning and experimentation with critical hyperparameters will be necessary. Bridging this gap can lead to enhanced learning efficiencies, further equitable feedback, and better comprehension in the higher education context.

III. Research Objectives
A. General Objective
To develop and evaluate an AI-powered summary evaluation system that uses a fine-tuned BERT-based semantic similarity model to assess the relevance and accuracy of student-generated summaries with respect to academic materials, in support of Sustainable Development Goal 4 (SDG 4): Quality Education. [8]
B. Specific Objectives
1. To develop and deploy a natural language processing (NLP) pipeline to extract and represent the context of academic texts and to compare the context to summaries created by the student body using semantic similarity measures.

2. To fine-tune and optimize a BERT or Sentence-BERT model for semantic sentence similarity used in educational settings by taking a systematic approach to experiment with multiple hyperparameters including learning rate, optimizer type, scheduler, batch size, number of epochs, gradient accumulation steps, pooling strategy, dropout rate, and embedding size, and then assess the adjusted model performance for accuracy and compute efficiency using correlation based metrics.

3. To integrate the adjusted semantic sentence similarity model into a summary evaluation prototype and conduct an initial user-centered evaluation with undergraduate students examining clarity and usefulness of feedback generated by the evaluation, which could serve to improve the equitable learning process aligned with SDG 4.

IV. Review of Related Literature

1. Importance of Hyperparameter Tuning in Transformer Models
Hyperparameter tuning is a vital process in improving the accuracy and stability of transformer-based models such as BERT. Mosbach et al. [15] emphasized that fine-tuning hyperparameters like batch size, learning rate, and epochs can significantly affect model generalization and convergence behavior. Improper tuning may lead to overfitting, gradient instability, or poor semantic representation. By systematically adjusting these parameters, researchers can identify the optimal configuration that balances both performance and efficiency for a given dataset or task.
2. Effects of Sequence Length, Warmup Ratio, and Computational Efficiency
   The maximum sequence length and warmup ratio are key parameters that influence the computational and representational efficiency of BERT models. Beltagy et al. [17] found that longer sequence lengths improve contextual understanding but require greater computational resources. Popel and Bojar [16] further highlighted that adjusting the warmup ratio helps stabilize training during the early stages, especially when using small datasets.
     In addition, training time has become a practical metric for assessing model efficiency. GPU-accelerated hardware, such as the NVIDIA Tesla T4, has been shown to significantly reduce fine-tuning time compared to CPU-based training [19]. The use of GPUs enables faster forward and backward propagation, allowing for larger batch sizes and longer sequences without major time penalties. Thus, measuring training duration alongside accuracy metrics provides a more comprehensive evaluation of model performance and efficiency.
3. Evaluation Metrics for Semantic Similarity
   To assess model performance beyond training loss, semantic correlation metrics are often used. Reimers and Gurevych [7] demonstrated that Spearman and Pearson correlation coefficients are reliable measures of semantic alignment between sentence embeddings and human judgments. A higher correlation score indicates that the model captures the intended meaning between text pairs more effectively. Spearman focuses on ranking relationships, while Pearson evaluates linear associations [20]. Together, they provide a balanced view of model accuracy in representing semantic similarities
V. Scope of Work
This project realizes an AI-driven summary evaluation tool, leveraging a fine-tuned transformer-based sentence similarity model, to compare summaries generated by students against the initial source of academic material. The realization was conducted in a Google Colab notebook and included the following: 1) dataset preparation; 2) model training and hyperparameter tuning using Optuna; 3) saving the best model; and 4) developing a user-friendly summary evaluation web application. The overarching goal is to provide automated feedback grounded in semantics that promotes more effective learning, in support of SDG 4: Quality Education.
A.  Data Collection and Preprocessing
   The project uses two types of text data:
1. Training and validation data for semantic similarity:
· The notebook loads the Blaise-g/scitldr dataset from the Hugging Face Hub, which contains scientific articles and their corresponding TL;DR-style summaries.
· From the train split, pairs of (source text, summary) are extracted and normalized. These become positive pairs (high similarity).
· Additional negative pairs are constructed by mismatching sources and summaries (e.g., pairing a source with a summary from a different document).
· The data is shuffled and split into training and validation sets.
2. External evaluation data:
· A separate CSV file (test.csv) is loaded as a test set, containing columns sentence_A, sentence_B, and label.
· This dataset is used to compute semantic similarity performance (Spearman and Pearson correlation) on text pairs that are independent from the training data.
Preprocessing steps implemented in the notebook include:
· Converting raw entries to normalized strings (via normalize_text),
· Building InputExample objects for training,
· Structuring positive and negative pairs for binary similarity labels (1.0 for similar, 0.0 for dissimilar),
· Creating ready-to-use lists for train, validation, and test splits.
B.  Model Selection and Semantic Similarity Development
   In this phase of the project, a transformer-based architecture, such as BERT or Sentence-BERT, is implemented as the primary model for semantic similarity. Each of these models was selected in large part due to their ability to produce contextualized embeddings which capture the meaning of the sentence as opposed to capturing just the meaning of individual words. The BERT model is adapted so that both the source context and the student summary are encoded to be represented as vector representations and a similarity function like cosine similarity is subsequently used to score how semantically similar the two pieces of text are to each other. 
 
The main tasks in this phase involve loading an appropriate pre-trained BERT-based model, selecting and configuring an appropriate pooling strategy for obtaining sentence-level embeddings, and preparing the model to fine-tune on educational data or data related to semantic similarity. The main deliverable from this task is a semantic similarity model that can output meaningful scores that reflect how similar the reference text and the student written summary are to one another.

C.  Summary Evaluation System
   Using a semantic similarity model, the project creates a summary evaluative system that aligns with the teaching and learning process. The summary evaluative system begins when a knower's academic document is inputted into the system, which extracts relevant context. The knower then writes their own summary of the context. Both the original context and the knower's summary are fed into the fine-tuned BERT-based model, which returns a similarity score that illustrates the alignment of the knower's summary to the content and intention of the original context. 
 The system is programmed to provide and also communicate the score as a level of meaning that can be pedagogically relevant. For example, a similarity score might be fine-tuned to be a low, moderate or high relevance or include specific prompts like add more key ideas or revise wording. This aligns with active learning since the knower must first write their own summary, while they then draw on the tool for feedback for reflection and revision.
D.  User Interface Development and Integration
   In order to facilitate practical use of the summary evaluation system, a straightforward prototype interface is developed for use on a browser or notebook environment. The interface allows users to either upload or select a document, view the extracted context, and then fill in their own summary in the text box following submission. Following submission by the student, the interface sends the context and summary to the model, and then displays a similarity score and any feedback. 
     It should be noted that this interface is not intended to be a fully deployed product, but a functional prototype. The goal is to facilitate the entire process of selecting a document, writing a summary, and allowing for automated evaluation. This prototype may evolve into a broader and potentially integrated experience with inputs from learning management systems or other education platforms, but those activities are not included in the scope of this study.
E.  Hyperparameter Optimization and Experimental Setup
   An essential component of the work is optimizing model hyperparameters to increase semantic similarity performance and stability. The constituent of the project systematically experiments with different hyperparameters, specifically learning rate, optimizer type, learning-rate scheduler, batch size, number of epochs, number of gradient accumulation steps, pooling strategy, dropout rate, and embedding-related hyperparameters 
     These experiments are performed in a GPU-facilitated environment to reduce run-time and allow for moderately-sized batch sizes and sequence lengths. For each hyperparameter configuration, the model is fine-tuned on the training data and then, any evaluation occurs on a validation or test set, which employs various correlation-based metrics to quantify every evaluation. Ultimately, training time is also recorded, as it provides information on the trade-off between performance, robustness, stability, and computational expense; the full comparison made with regards to computational expense enables one to identify an optimal hyperparameter configuration that provides reasonable accuracy, robustness, and overall efficiency for educational use.
F.  Testing and Evaluation
The final aspect of the scope is to test and evaluate the model and the prototype system. The model is evaluated at the model level by applying the semantic similarity metrics of Spearman and Pearson correlation coefficients between the similarity scores from the model and the labels or reference scores provided by humans. The coefficients inform researcher whether the similarities from the model align with similarities of human subjects. 
 
A prototype systems is evaluated at the system level by exercising the prototype with sample academic texts and example student summaries to determine whether the scores behave as expected for stronger and weaker summaries. While the research cannot conduct a full user study as part of the immediate scope of this project, the prototype system demonstrates practical model application towards automated feedback processes. The evaluation process informs future work with real students and real teachers, broader usability testing, and further exploration of the system’s potential to contribute to SDG 4 through accessibility and related-potiential high quality, feedback about student understanding.
VI. Methodology
A.  Tools and Development Environment
   The implementation was executed in Google Colab with the utilization of Python, PyTorch, and the Sentence-Transformers library for transformer-based sentence embeddings. We used a GPU runtime (e.g., NVIDIA Tesla T4) for the environment that significantly reduced training time and allowed us to experiment with several hyperparameter configurations. Furthermore, we relied on libraries such as Optuna for hyperparameter optimization, Hugging Face Datasets for loading datasets, and pandas and NumPy for data hosting and handling, and textract for extracting text from uploaded documents. We also leveraged ipywidgets and google.colab utilities to create a simple interactive interface for summary evaluation within the notebook environment.
[image: ]Figure 1. Library and dependency setup in Colab
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Figure 2. Imports and GPU configuration
B.  Dataset Preparation
This study relied on two types of data. The primary training and validation data for semantic similarity came from the Blaise-g/scitldr setup on the Hugging Face Hub, which consists of articles with summaries written by humans in TL;DR style. From this dataset's training split, we extracted the articles' texts and their matching summaries, and these were normalized as plain texts. The pairs of original articles and summaries were treated as positive examples of semantically similar sentence pairs.
To train the model to classify pairs as either similar or dissimilar, negative examples were generated by mismatching articles and summaries on purpose. For example, an article's source text may be mismatched with a summary from a different article's text, which was then rated as low similarity. A combination of positive examples against the negative examples produced a balanced data set of training instances with binary labels (1.0 for similarity, 0.0 for dissimilarity).
We also used a CSV file (test.csv) with sentence pairs and similarity labels for an external evaluation system. test.csv provided three columns (sentence_A, sentence_B, label), and was processed through the Datasets library as separate "eval" split. We computed semantic similarity metrics (Spearman and Pearsons correlation), and evaluated the generalization performance of the model beyond the SciTLDR training data.
[image: ]Figure 3. Loading the SciTLDR dataset
[image: ]
Figure 4. Building positive source–summary pairs
[image: ]Figure 5. Loading the CSV evaluation dataset
C.  Model Architecture
The base model used in this project was sentence-transformers/all-MiniLM-L6-v2, a small transformer model designed for efficient sentence embedding. A build_model function was created in the notebook to create the architecture. The function loads the MiniLM transformer, applies a configurable dropout rate to the attention and hidden layers if desired, and then adds a pooling layer that turns the token embeddings into a single sentence embedding at the end (e.g., mean pooling).
 
The overall architecture is then encapsulated as a SentenceTransformer object, which has a consistent interface for encoding sentences as well as training with sentence-pair objectives. This interface is helpful because both the source context and the student's summary can be converted into dense vector embeddings that represent their semantic meaning. Similarlity between the two texts is then computed later using cosine similarity on the embeddings.

[image: ]Figure 6. build_model function for the MiniLM-based encoder
D.  Training Procedure
The training and evaluation process was captured in a train_eval method. Each run passes a model instance, training instances, hyperparameters, and the external test set, to the function. The training instances are converted to InputExample objects so that each has a pair of texts and a similarity label for the pair. 
The model is trained using the CosineSimilarityLoss class that is part of the Sentence-Transformers framework. This loss encourages the embeddings of similar pairs to be clustered together, and dissimilar pairs to be separated in cosine similarity space. A training dataloader is created with batch size specified as a hyper-parameter, and the number of warmup steps in the learning-rate schedule is calculated as the proportion of steps (based on the ratio of warmup steps).
During training, evaluation is completed at intervals, using the external test set. During evaluation, each sentence in the test pair is converted to an embedding using the current model, the cosine similarity for the embeddings is computed, and the scores are compared to the ground truth label. Spearman and Pearson correlation coefficients are calculated as a statistical measure of the agreement of the similarity score with human label similarity scores. Training time is saved to analyze computational efficiency.
[image: ]
Figure 7. train_eval training and evaluation routine
E.  Hyperparameter Optimization with Optuna 
To investigate the effect of selected hyperparameters on model performance systematically, we employed Optuna to automate hyperparameter optimization. Optuna requires an objective(trial) function where we define the search space and decision for each trial in the optimization process. In the objective function, Optuna samples the values of the hyperparameters of interest (e.g. batch size, learning rate (on a log scale), dropout ratio, and warmup ratio).
For each trial, the sampled hyperparameter values are passed to the build_model function, which builds the model with the provided configurations. The train_eval function is then executed to fine-tune that new model and evaluate the performance on the test set. For our work, we return both the Spearman correlation coefficient between the model output similarity scores and the ground truth label values as the objective to be maximized. Pearson correlation and training time are also recorded for analysis, but are not optimizations goals.
The random sampler, in Optuna, then explores the hyperparameter space across multiple trials storing the results for each configuration. Once all trials have completed, the study returns the hyperparameter configurations that yielded the highest Spearman correlation. The final training configuration is formed from these best hyperparameters (i.e. optimal learning rate, batch size, dropout ratio, and warmup ratio).
[image: ]
Figure 8. Optuna objective function for hyperparameter tuning
[image: ]Figure 9. Optuna study optimization over 60 trials
F.  Final Modeling and Saving 
After determining the best hyperparameters, the model was re-built using the best dropout rate, then trained again with the batch size, learning rate, warmup ratio, and number of epochs from the selected hyperparameter configurations. This training did however again follow the same train_eval procedure, but this time it was the final training step of the model - while the previous training iterations were trials of hyperparameter selection. 
After the training was finished, the model weights and configuration were saved using the save_pretrained method, with the directory name being "MiniLM-L6-SciSim-SciTLDR." A results table containing a summary of all trials was created and exported as a .csv file for record-keeping, including a member identifier, experiment label, hyperparameters, Spearman and Pearson correlation, and length of time for training in minutes.
[image: ]Figure 10. Final model training and saving of MiniLM-L6-SciSim-SciTLDR
G.  Summary Evaluation Prototype
To show the use of the fine-tuned model for assessing educational summarization, an interactive prototype was constructed in the same notebook. First, the previously saved model "MiniLM-L6-SciSim-SciTLDR" was loaded back into memory as new_model. A "helper function" called semantic_similarity(model, text1, text2) was defined, that encoded both texts, computed the cosine similarity for both texts using util.cos_sim, and scaled the similarity between a score of 0 and 1. 
The prototype would allow users to upload one or more documents through the Colab file upload interface, which would place the document into a local docs directory then the user would select the one or more documents from available files displayed in an ipywidgets. Dropdown widget. Once selected, the document would be processed through the textract package which extracted the raw text from the selected documents. Subsequently, the raw text would be decoded and cleaned by collapsing excess whitespace. The cleaned text would be used as the context for summarizing.
The user was then asked to write an essay or summary showing their understanding of the content of the file they chose. The combination of the cleaned context and the user’s summary was then entered into the semantic_similarity function, which returned a similarity score. The score, along with the original texts, was printed to the console for the student to see right away how closely aligned their summary was to the original text.
[image: ]
Figure 11. Evaluation of saved model and semantic_similarity function
[image: ]Figure 12. Document upload and selection interface in Colab
[image: ]
Figure 13. Context extraction, user summary input, and similarity scoring
H.  Evaluation Metrics 
During the experimentation phase, performance was assessed largely based on Spearman and Pearson correlation coefficients between the similarity scores the model produced and the established ground-truth labels on the test data. Spearman correlation expresses rank agreement between the predictions for similarity and the actual (indexed) similarity, which is distinct from Pearson correlation that expresses linear association. Taking these together, we assessed the degree to which the model captured semantic similarity as it aligned with human judgments.
In addition to the correlation based metrics, we also documented the training time (in minutes) for each model configuration. This allowed us to examine the trade-off between semantic (human judgment aligned) performance and cost of computation, which is important in educational contexts where such models could be used and resources might be limited. Our final analysis included both accuracy and efficiency when determining a configuration for a practical summary evaluation task in context with SDG 4.
[image: ]
Figure 14. Importation of Spearman and Pearson
[image: ]Figure 15. Computation of Spearman and Pearson correlations
[image: ]Figure 16. Evaluation of the trained model on the test set

VI.  Results and Discussion
Overview of Experimentation Results (Automated Optimization 
Figure 16. Experiment Logs 

This experimental comparison assesses the performance of two hyperparameter optimization algorithms: Random Search and Grid Search. The algorithms were evaluated based on 81 total runs of an experiment that repeatedly tested different combinations of batch size, learning rate, dropout rate, pooling method, and warmup ratio, measuring their resulting performance with Spearman and Pearson correlation. The models resulting from Random Search showed overall superior average performance, as well as better ability to identify the best-performing hyperparameter combination compared to Grid Search. The resulting models from Random Search produced Spearman correlation values clustered around 0.856, with around 0.913 for Pearson correlations, demonstrating good stability and robustness across the hyperparameter space. On the other hand, the models from Grid Search tended to explore poor configurations even for individual runs, including a significant number of runs exploring high dropout regions, which produced Spearman scores collapsed to 0.53, indicating the rigid and inefficient nature of fixed-grid hyperparameter exploration.

In all experiments, Random Search (Run 71) produced the strongest model with a Spearman correlation of 0.8569 and highest Pearson correlation of 0.9164. The working hyperparameters for this model option included a batch size of 16, a moderate learning rate of (5.11×10⁻⁵), a low dropout of around (0.108), using MEAN pooling, and a relatively high warmup ratio (0.29). The values of the different hyperparameters generally favor a model which receives mild regularization, show modest learning behaviors, and the optimization performed is smooth due to the use of MEAN pooling. Assessment of hyperparameter trends showed that viable models consistently used effective ranges for learning rates of (1×10⁻⁵) to (6×10⁻⁵), weak dropout ratios ranging from (0.1) to (0.3), and modest warmup ratios. MEAN pooling always outperformed MAX pooling. MAX pooling consistently spat out a number of poor low performers on its own, when evaluated. There is some weak evidence of a difference within the batch size hyperparameter, but the models tended to perform most consistently and reliably when batch size is (16). The run time of the models across the different experiments held fairly constant, within a range of (2.1 - 2.3 minutes). The strongest model suggested quite a bit higher run time relative to the other models, at (3.15 minutes).

In summary, the findings indicate that, for this model and task, Random Search is preferable and produces a higher peak performance and more consistent results. The results also reveal the benefits of moderate learning rates, controlled dropout, and MEAN pooling in obtaining strong correlation metrics. This analysis provides a clear view of the hyperparameter landscape and can justify final selection of the best model configuration for downstream evaluation.

Overview of Experimentation Results(Manual Finetuning)
[image: ]
Figure 17. Architechture Parameters experiment logs

The results from Runs 82–91 examine the impact of pooling strategy and dropout rate on model performance while keeping all other training settings constant. The experiments show a consistent and pronounced difference between MEAN and MAX pooling. Models using MEAN pooling (Runs 82, 83, 85, 86, 88, 90, and 91) achieve strong and stable results, with Spearman correlations between 0.854 and 0.857 and Pearson correlations above 0.911. These high-performing runs also demonstrate robustness to dropout variation, showing little change in performance across dropout levels ranging from 0.0 to 0.4. In contrast, models using MAX pooling (Runs 84, 87, and 89) exhibit severe performance degradation, with Spearman correlations collapsing to the 0.416–0.459 range, regardless of dropout setting. This consistent failure suggests that MAX pooling disrupts the model’s ability to learn stable and informative representations, likely due to its reliance on sharper, less consistent feature activations. Runtime across all experiments remains stable, typically between 2.4 and 2.85 minutes, indicating that pooling and dropout choices affect accuracy but not computational cost. Overall, these results strongly confirm that MEAN pooling is the superior choice for this task, providing both stability and high predictive performance.

Training Configuration
[image: ]
Figure 19. Training Configuration Parameters experiment logs

The results of Runs 92–121 analyze the interaction between batch size, warmup ratio, max sequence length, and epoch count while holding the pooling method constant. As expected, model performance remains quite uniform across these configurations, with Spearman correlations consistently clustered in a narrow band from approximately 0.850–0.856, and Pearson correlations ranging from about 0.892 to 0.910. There is only minor performance change from specifying a maximum sequence length of either 256 or 384 rather than 128, like the model does benefit merely slightly from more context, but is not considerably reliant on very long sequences. Likewise, batch sizes ranging from 12 to 32, show also negligible difference in performance, where this gradient noise introduced by smaller batch sizes does not significantly impact model performance. Warmup ratios of 0.1 and 0.2 seem to behave similarly suggesting the optimization procedure is not too sensitive to moderate shifts in warmup ratios. Runtime varied the most, from approximately 1.7 minutes and upward to 3.9 minutes, where longer sequence lengths and more epochs, as expected, took the longest to run. All in all this experimentation demonstrates consistent model robustness across a variety of hyperparameter choices, such that no single hyperparameter has created a significant shift in performance.

D. Optimization Parameters

[image: ]

Figure 20. Optimization Parameters experiment logs

The findings from Runs 122–131 provide information on the effects of varying learning rates, optimizers, and warmup strategies on performance. Overall, the model is quite stable for most of the Adam (or AdamW) configurations, with Spearman scores remaining in the narrow band of 0.853–0.857 and the Pearson correlations remaining from about 0.908 to 0.913. Moderate learning rates around 2×10⁻⁵ reliably produce the best results, while very low learning rates (e.g., 5×10⁻⁶) marginally reduced performance due to under-training the model. AdamW performs slightly better than Adam, particularly with warmup ratios in the available range of 0.1 to 0.4 as seen in Runs 124, 128, and 130. The performance gains with higher warmup, (e.g., 0.4) values were small, but a measureable improvement occurred in both correlation metrics. In comparison, the alternative optimizers (SGD and Adafactor) produced a noticeably worse performance, with SGD having the least performance because of its (SGD) inferior adaptive properties. Runtime remains similar across models, about 2.5 minutes, though the lowest-learning-rate model (Run 122) took significantly longer to complete because of lower convergence speed.  

Overall, the complete set of experiments provide strong evidence that the model is robust over a wide range of hyperparameters, and it consistently benefits from a certain set of hyperparameters that encourage stability and performance. Regardless of pooling strategy, learning rate, warmup schedule, sequence length, dropout rate, or optimizer, the strongest performing models have a number of characteristics in common, including MEAN pooling, adaptive optimizers like Adam or AdamW, moderate learning rates in the range of 1×10⁻⁵ to 6×10⁻⁵, low to moderate levels of dropout, and modest warmup ratios. These hyperparameters consistently produced Spearman correlations near 0.855-0.857 and Pearson correlations above 0.910, reflecting both high possible performance and stable training dynamics. After conducting a variety of experiments with MAX pooling, much lower learning rates, or non-adaptive optimizers (e.g., SGD), it became apparent that the model is sensitive to the choices of hyperparameters that bias representational smoothness or adaptive learning rate scaling. Additional run time evaluations indicated that the hyperparameter choices maximizing performance do not significantly financially impact rearing costs, illustrating that reasonable and effective hyperparameters can be achieved in terms of model performance. The overall findings illustrate a clear signal in a coherent manner. The model performs within the reasonable range of hyperparameters consistent with training under balanced, moderately regularizing conditions, maximizes efficiency, and optimizes for rich contextual averaging through stability for the apparatus to select final hyperparameters.

0. Problems Encountered 
While working on this project, several obstacles arose related to both workflow efficiency and experiment consistency. The first major challenge was finding an appropriate dataset that fit the goals of the project. Many publicly available datasets were either too small, poorly annotated, or mismatched with the type of semantic or contextual modeling required. A significant amount of time was spent on determining the quality of datasets and evaluating several different datasets to see whether there was enough diversity to make the experiment relevant. The initial experiment was additionally delayed and was an added preprocessing step in the overall process to ensure that the final dataset was measured to be adequate for both training and testing.
 
A second primary challenge was the computational limitations of Google Colab, especially concerning the varying types and limited availability of GPU resources. Generally, models took 2–4 hours per training run, slowing down the experimental pace and making hyperparameter optimization more challenging and time-consuming. At times, the GPU memory or a session would be terminated unexpectedly and result in Colab running out of memory, causing a complete restart of the training run. These interruptions led to increased training times and reduced reproducibility, as the type of GPU and its availability changed between runs. Altogether, these computational constraints placed practical limitations on the speed of model iteration, required thoughtful planning that considered the budget for compute, and limited the efficiency of the total analytical time.

[image: Open photo]
Figure 21. Warning message: Can’t Use GPU
VII.  Conclusion
This project designed and tested an AI - powered summary scoring system based on a fine-tuned transformer language model for semantic similarity, which evaluates how similar a student's summary is to the underlying academic sources. The training was based on the SciTLDR dataset, and an external labeled sentence-pair dataset for testing. The objective was to systematically evaluate the effect of a number of hyperparameters on model stability and predictive accuracy including learning rate, optimizer, scheduler, batch size, epochs, gradient accumulation steps, pooling approach, dropout rate, sequence length. Automated hyperparameter optimization via Optuna was conducted, followed by manual tuning for the best performing hyperparameters. The best-performing model produced Spearman correlations around 0.8569, and Pearson correlations around 0.9164 between model predictions and human judgments of semantic similarity.

Across studies, several persistent trends were noted. Random Search consistently produced better results than Grid Search by more effectively locating higher-performing regions of hyperparameter space and avoiding many of the issues associated with fixed-grid exploration of lower-performance configurations. MEAN pooling was universally better than MAX pooling, with stable semantic representations even with varying dropout rates while MAX pooling consistently degraded some performance to collapse. The model was also resilient to small changes in batch size, warmup ratio, and sequence length, as long as the learning rates remained in a moderate range (approximately 1×10⁻⁵ to 6×10⁻⁵) and with a low-to-moderate dropout. These conclusions provide a clearer picture of the hyperparameter landscape for MiniLM-based semantic similarity on this task, and offer real world advice for future implementations in educational contexts.

Besides quantitative results, the project successfully integrated the fine-tuned model into a functional summary evaluation prototype in Google Colab. The prototype enables users to upload academic documents, automatically extract and clean the context, add their own written summaries, and receive an immediate similarity score for how closely their summary captured that content. This process supports active learning and formative assessment by prompting students to produce their own summaries, and then reflect on feedback based on semantic understanding, rather than surface-level features. In this manner, the framework embodies Sustainable Development Goal (SDG) 4 by showing how AI can help facilitate more accessible, timely, and equitable feedback about student understanding.

There are limitations or drawbacks to consider. SciTLDR and the small external eval set means that the majority of the model was trained on scientific text rather than real student writing in various subjects/disciplines. Additionally, because of computing restrictions on Google Colab, such as variable GPU availability and session dropouts, it limited the total number of experiments we could conduct and the model size and training durations in a practical way. Finally, the evaluation is  primarily technical—while we have done some evaluation with genuine students and instructors, a full user study was out of scope for the project, and the effectiveness of the feedback in educational outcomes has not yet been validly demonstrated.

Future research should plan to expand the dataset to include summaries written by students from actual courses, run controlled user studies to evaluate learning gains and usability, and convert the prototype to a stable deployment system or learning management system (LMS). Further research might address richer types of feedback (e.g., highlighting concepts missing from summaries or suggesting sections from the course material that students could revisit), investigation of multilingual support, and investigate fairness across student groups. Even with these limitations, our project offers strong evidence that a well-tuned BERT-based semantic similarity model can be a reliable core of summary evaluation tools, providing a promising way towards scalable, AI-assisted formative assessment in higher education.
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1pip install optuna

‘Show hidden output

© ! apt-get install -y \
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python3-dev \
libxml2-dev \
libxslti-dev \
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import numpy as np
import optuna
import os

import pandas as pd
import random
import re

import textract
import time

import torch

from datasets import load_dataset
From itertools import product
From optuna.samplers import RandomSampler
From sentence_transformers import (
SentenceTransformer,
InputExample,
losses,
util,
models
)
From torch.utils.data import Dataloader
From scipy.stats import spearmanr, pearsonr
From sklearn.model_selection import train_test_split

0s.environ[ "WANDB_DISABLED"] = "true”

if torch.cuda. is_available():
device = torch.device("cuda”)
else:
device = torch.device("cpu”)
print(f"Using device: {device.type}")

Using device: cuda
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print("Loading training data from 'Blaise-g/scitldr’")
dataset - load_dataset("Blaise-g/scitldr")

train_data - dataset.get("train")

eval_data - dataset.get("validation”)

Loading training data from ‘Blaise-g/scitldr’
dataset_ infosjson: [l 1.70k/? [00:00<00:00, 94.2kBls]

dataltrain-00000-0f-00001-8e82bed0a659c9(...): 100% [ 29.6M729.6M [00:01<00:00, 22.1MBIs]
datalvalidation-00000-0f-00001-1ef5839c3(...): 100% [ 9.11M/9.11M [00:00<00:00, 16.2MBIs]
dataltest-00000-0f-00001-42dbf1b5d0e46ec(...): 100% [N 9.67M/9.67M [00:00<00:00, 2.59MBIs]
Generating train spit: 100% [ 1992/1992 [00:00<00:00, 2407.75 examplesis]

Generating validation spit: 100% [N 619/619 [00:00<00:00, 2389.16 examplesis]

Generating test spiit: 100% [N 618/618 [00:00<00:00, 295022 examplesis]
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pos_A, pos 8 = [1, [1
eval_pos_A, eval_pos B = [], []
max_pos = 1600

for entry in train_dat:
source = entry.get("source”)
summary = entry.get("target”)

if source and summary:
pos_A.append (nornalize_text(source))
pos_B.append (normalize_text (summary))

if len(pos_A) >= max_pos:
break.

for entry in eval_data:
source = entry.get("source”)
summary = entry.get("target”)

if source and summa
eval_pos_A.append(normalize_text(source))
eval_pos_B.append(normalize_text(summary))
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© test_dataset - load_dataset("csv”, data_files={"eval"
test_data - test_dataset.get("eval”)
print(f"Evaluation dataset loaded: {len(test_data)} samples”)
print(f"Columns in file: {test_data.column_names}")

Generating eval spit [JJ] 500/0 [00:00<00:00, 1112.76 exampless]

Evaluation dataset loaded: 560 samples
Columns in file: ['sentence A’, ‘sentence B', label']

test_A = test_data["sentence_/
test_B - test_data["sentence ¢
test_y - test_data["label"]

print(f"Test data ready: {len(list(zip(test_A, test B, testy)))}")

Test data ready: 500
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© def build model(

base="sentence-transforners/all-MinilM-L6-v2",
pooling="mean
dropout=Hone

transformer = models.Transformer (base)

if dropout is not None:
try:
transformer. auto_model. config.attention probs_dropout_prob = dropout
transformer. auto_model. conig.hidden_dropout_prob = dropout
except:
pass

dim = transformer.get_word_embedding_dimension()
pooling layer = models.Pooling(

dim,

pooling mode_mean_token:

return SentenceTransformer(
modules=[transformer, pooling layer],
device-device
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def train_eval(
model,
train_examples,
test_A, test B, test_y,
batch-16,
epochs:
1r=2e-5,
opt=torch.optin.Adam,
warmup=6.1,
desc="Run",

train_loader - Dataloader(train_examples, shuffle=True, batch_size-batch)
loss_fn = losses.CosinesimilarityLoss (model)
warmup_steps = int(len(train_loader) * epochs * warmup)

start = time.time()

model . fit(
train_objectives=[ (train_loader, loss_fn)],
epochs=epochs,
warmup_steps-warnup_steps,
optimizer_class=opt.
optimizer_params={ '1r': 1r },
show_progress_bar=True,

duration = time.time() - start

with torch.no_grad(
enb_A = model.encode(test_A, convert_to_tensor=True, normalize_embeddings=True)
enb_B - model.encode(test B, convert_to_tensor=True, normalize_embeddings=True)
cos = util.cos_sim(emb_A, emb_B).diag().cpu().numpy()

y_true
y_pred

np.array(test_y)
(cos+1)/2

sp = spearmanr(y_true, y pred).statistic
pr = pearsonr(y_true, y_pred).statistic

print(f"{desc} | Spearman={sp:.4f}, Pearson={pr:.4f}, Duratior

~{duration/6e: .1f}min")

return sp, pr, duration
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def objective(trial):
batch_size - trial.suggest_categorical("batch_size”, [8, 16, 32])
learning rate - trial.suggest_float("learning rate”, 1e-5, le-4, log=True)
dropout = trial.suggest_float("dropout”, 0.1, 6.5)
warmup_ratio = trial.suggest_float("warmup_rati

.65, 0.3)

model = build_model(
dropout=dropout

)
try:
sp, pr, d = train_eval(
model,
train_examples,
1r-learning rate,
warmup=warnup_ratio,
desc=F"Trial {trial.number}"
)
log_result(
“Optuna”, f"Trial {trial.number}",
{
“batch_size": batch_size,
“learning_rate”: learning rate,
“dropout”: dropout,
warmup_ratio
1
sp, pr, d,
)
return sp

except Exception as e:
print(f"Trial {trial.number} failed: {e}"
return @
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© sampler = RandomSampler(seed=42)

study = optuna.create_study(sampler=sampler, direction="naximize")
study.optimize(objective, n_trials=66, show_progress_bar=True)

[T 2025-11-17 €7:54:57,865] A new study created in memory with name: no-name-5bi6es7e-5bgb-48c6-87cd-fod6df2gsFcl

Best trial: 1. Best value: 0.857325: 100% [N 60760 [2:21:44<00:00, 140.95siit]
configison: 100% [ 6126612 [00:00<00:00, 17.0kB/s]

model safetensors: 100% [N 50 9M/%0 9M [00:00<00:00, 16OMBIs]
tokenizer_configjson: 100% [N 3501350 [00:00<00:00, 13 3kB/s]

vocabxt: [l 23202 [00:00<00:00, 3.36MBs]

tokenizerjson: [J] 466k/? [00:00<00:00, 7.76MBYs]

spedLtokers.mep son: 100 I 12112 00 0<000, 517

Using the “WANDB_DISABLED" environment variable is deprecated and will be removed in vs. Use the --report_to flag to
Using the “WANDB_DISABLED" environment variable is deprecated and will be removed in v5. Use the --report_to flag to
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© final_model - build_model(dropout=best_params["dropout™])

sp, pr, d = train_eval(
inal_model,
train_examples,
eval A, eval B, eval y,
batch=best_params["batch_size"
epochs=3,
Ir-best_params["learning_rate”
warmup=best_params[ "warnup_ratio"],
desc="Final Model”

log_result("Final”, “Best_Model”, best_params, sp, pr, d)

Using the “WANDB_DISABLED" environment variable is deprecated and will be r
Using the “WANDB_DISABLED" environment variable is deprecated and will be r

N [300/300 0250, Epoch 3/3]
Step Training Loss

Final Model | Spearman-e.8569, Pearson-.9164, Duration=3.1min

inal_model.save_pretrained("MinilH-L6-SciSin-SCIiTLOR")
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new_model = SentenceTransformer("MinilM-L6-SciSin-SciTLOR")

sp, pr, d = train_eval(
new_model,
train_examples, # This is a placeholder, as the model is already trained, it won't be used in eval mode
test_A, test B, test_y,
desc="New Model Evaluation”

)

print(f"Spearnan correlation for new_model: {sp:.4f}")
print(f"Pearson correlation for new_model: {pr:.4f}")

Using the “WANDB_DISABLED" environment variable is deprecated and will be removed in vs. Use the --report_to flag t
Using the “WANDB_DISABLED" environment variable is deprecated and will be removed in vs. Use the --report_to flag t

N [200/200 01:58, Epoch 2/2]

Step Training Loss

New Model Evaluation | Spearman-e.8554, Pearson-0.9139, Duration-2.4min
Spearman correlation for new model: 6.8554
Pearson correlation for new model: 6.9139

def semantic_similarity(model, textl, text2):
with torch.no_grad():
e1 = model.encode(text1, convert_to_tensor=True, normalize_embeddings=True)
2 = model.encode(text2, convert_to_tensor=True, normalize_embeddings=True)
return float((util.cos_sin(e1, e2).item() + 1) / 2)
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From google.colab import files
docs_path = "docs’

uploaded = 1ist(files.upload(docs_path).keys())

SR Vo file chosen Upload widget is only available when the cell has been executed in the current browser session. Please rerun this cell to enable.
Saving Introduction to Predictive Analytics.pdf to docs/Introduction to Predictive Analytics.pdf

import ipywidgets as widgets

From os import listdir
from os.path import isfile, join

docs = [f for f in listdir(docs_path) if isfile(join(docs_path, ))]
full_path_docs = [join(docs_path, f) for f in docs]
selected_doc = full_path_docs[0] or None

def on_dropdoun_change(change) :
global selected_doc
selected_doc = change.new

print("Which file do you want to make a summary of2")
dropdoun = widgets.Dropdown(
options=1ist(zip(docs, full_path_docs)),
description="File: "
value=selected_doc

)
dropdoun. observe(on_dropdown_change, names="value')
display(dropdown)

Which file do you want to make a summary of?
File: | Introduction to Predictive Analyt
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©

raw_text = textract.process(selected_doc)
decoded = rau_text.decode("utf-8
cleaned_text = re.sub(r’\s+', ' °, decoded)

print(cleaned_text)

Introduction to Predictive Analytics Predictive analytics is a branch of advanced analytics that uses historical data, statistical a

print(f"Enter an essay talking about your understanding of the contents of file [{selected doc}’

summary = input("Summary: ")

Enter an essay talking about your understanding of the contents of file "docs/Introduction to Predictive Analytics.pdf’
Summary: Predictive analytics uses historical data, statistical algorithms, and machine learning to forecast future outcomes or tren

examples = [
(cleaned_text, summary),

for 51, 52 in example:
score = semantic_similarity(new_model, s1, s2)
print(f"Text 1: {s1}")
print(f"Text 2: {s2}")
print(f"similarity Score: {score:.4f}")

Text 1: Introduction to Predictive Analytics Predictive analytics is a branch of advanced analytics that uses historical data, stati
Text 2: Predictive analytics uses historical data, statistical algorithms, and machine learning to forecast future outcomes or trend

similarity Score: 8.9757
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from scipy.stats import spearmanr, pearsonr
From sklearn.model _selection import train test split
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sp
por

spearmanr(y_true, y_pred).statistic
pearsonr(y_true, y_pred).statistic

print(f"{desc} | Spearman={sp:.4f}, Pearson={pr:.4f}, Duration-{duration/66:.1f}min")

return sp, pr, duration
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© sp, pr, d = train_eval(
new_model,,
train_examples, # This is a placeholder, as the model is already trained, it|won't be used in eval mode
test_A, test B, test_y,
desc="New Model Evaluation"

)

print(f"Spearnan correlation for new_model: {sp:.4f}")
print(f"Pearson correlation for new_model: {pr:.4f}")

= Using the “WANDB_DISABLED environment variable is deprecated and will be removed in vs. Use the --report_to
Using the “WANDB_DISABLED" environment variable is deprecated and will be removed in vs. Use the --report_to

N [200/200 01:58, Epoch 2/2]
Step Training Loss

New Model Evaluation | Spearman-e.8554, Pearson-0.9139, Duration-2.4min
Spearman correlation for new model: 6.8554
Pearson correlation for new model: 0.9139
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RUN ID SEARCH TYPE BATCH_SIZ§ LEARNING RATE |DROPOUT| POOLING \RMUP_RA| MEMBER SPEARMAN PEARSON |TIME_MIN
1 RANDOM SEARCH 16 0.00004 0.162407 | MEAN |0.266544 | OPTUNA 3
2 RANDOM SEARCH 16 0.000093 0.432977 | MEAN |0.095851 | OPTUNA 243
3 RANDOM SEARCH 16 0.00002 0.344741 MAX 0.14159 | OPTUNA 251
4 RANDOM SEARCH 16 0.000033 0.336966 MAX 0.092631 | OPTUNA 2.54
5 RANDOM SEARCH 32 0.000064 0.221846 MAX 0.160038 | OPTUNA 243
6 RANDOM SEARCH 16 0.000081 0.203512 MEAN | 0.180017 | OPTUNA 244
7 RANDOM SEARCH 32 0.00006 0.4758 MEAN | 0.280469 | OPTUNA 245
8 RANDOM SEARCH 16 0.000021 0.255471 MAX 0.139188 | OPTUNA 248
9 RANDOM SEARCH 16 0.000063 0.12982 MEAN | 0.099679 | OPTUNA 2.61
10 RANDOM SEARCH 16 0.000054 0.408508 MAX 0.078967 | OPTUNA 246
11 RANDOM SEARCH 16 3.97E-05 0.162407 | MEAN | 0.088999 | OPTUNA 2.58
12 RANDOM SEARCH 16 5.11E-05 0.108234 | MEAN | 0.292477 | OPTUNA 219
13 RANDOM SEARCH 8 1.53E-05 0.221697 MAX 0.181189 | OPTUNA 225
14 RANDOM SEARCH 32 1.38E-05 0.216858 MAX 0.14159 | OPTUNA 2.16
15 RANDOM SEARCH 16 3.27E-05 0.336966 MAX 0.061613 | OPTUNA 2.19
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16 RANDOM SEARCH 8 8.89E-05 0.486253 | MEAN | 0.252099 | OPTUNA
17 RANDOM SEARCH 32 2.76E-05 0.148815| MEAN | 0.173794 | OPTUNA
18 RANDOM SEARCH 16 4.60E-05 0.224684 | MEAN | 0.180017 | OPTUNA
19 RANDOM SEARCH 32 5.96E-05 0.4758 MAX 0.273707 | OPTUNA
20 RANDOM SEARCH 16 1.57E-05 0.118091 | MEAN |0.131333 | OPTUNA
21 RANDOM SEARCH 32 2.27E-05 0.212374| MEAN | 0.185674 | OPTUNA
22 RANDOM SEARCH 16 9.70E-05 0.408898 | MEAN | 0.099679 | OPTUNA
23 RANDOM SEARCH 16 5.36E-05 0.408508 | MEAN | 0.068511 | OPTUNA
24 RANDOM SEARCH 32 4.20E-05 0.232359 MAX 0.06589 | OPTUNA
25 RANDOM SEARCH 32 4.34E-05 0.454885 | MEAN | 0.168054 | OPTUNA
26 RANDOM SEARCH 32 3.64E-05 0.408387 MAX 0.173449 | OPTUNA
27 RANDOM SEARCH 8 1.28E-05 0.112572 MAX 0.209103 | OPTUNA
28 RANDOM SEARCH 32 1.78E-05 0.264153 | MEAN | 0.238888 | OPTUNA
29 RANDOM SEARCH 32 1.45E-05 0.471879 | MEAN 0.25203 | OPTUNA
30 RANDOM SEARCH 16 1.54E-05 0.457024 | MEAN | 0.184836 | OPTUNA
31 RANDOM SEARCH 16 1.29E-05 0.191174 | MEAN | 0.156777 | OPTUNA

229
2.16
219
214
217
214
22
217
214
215
217
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32 RANDOM SEARCH 16 3.24E-05 0.266964 | MEAN | 0.105527 | OPTUNA
33 RANDOM SEARCH 32 2.10E-05 0.307516 | MEAN | 0.225755 | OPTUNA
34 RANDOM SEARCH 16 1.79E-05 0.298899 | MEAN 0.12522 | OPTUNA
35 RANDOM SEARCH 32 3.18E-05 0.120592 | MEAN | 0.119662 | OPTUNA
36 RANDOM SEARCH 8 3.09E-05 0.49426 MEAN | 0.110514 | OPTUNA
37 RANDOM SEARCH 16 5.35E-05 0.247113 MAX 0.208076 | OPTUNA
38 RANDOM SEARCH 8 6.84E-05 0.228312 MAX 0.09663 | OPTUNA
39 RANDOM SEARCH 32 1.04E-05 0.304837 | MEAN | 0.106624 | OPTUNA
40 RANDOM SEARCH 32 2.44E-05 0.474692 | MEAN 0.08438 | OPTUNA
41 RANDOM SEARCH 32 7.54E-05 0.203177 | MEAN | 0.214996 | OPTUNA
42 RANDOM SEARCH 8 1.75E-05 0.137241| MEAN | 0.274304 | OPTUNA
43 RANDOM SEARCH 8 2.23E-05 0.390382 MAX 0.274278 | OPTUNA
44 RANDOM SEARCH 8 1.21E-05 0.164651 MAX 0.274639 | OPTUNA
45 RANDOM SEARCH 8 4.61E-05 0.102025 | MEAN | 0.090202 | OPTUNA
46 RANDOM SEARCH 16 1.68E-05 0.384872 | MEAN |0.109312 | OPTUNA
47 RANDOM SEARCH 16 7.07E-05 0.363045 MAX 0.192077 | OPTUNA
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48 RANDOM SEARCH 16 1.75E-05 0.489204 | MEAN | 0.148274 | OPTUNA
49 RANDOM SEARCH 8 3.18E-05 0.330762 MAX 0.173129 | OPTUNA
50 RANDOM SEARCH 16 1.06E-05 0.358189 | MEAN | 0.094278 | OPTUNA
51 RANDOM SEARCH 16 2.35E-05 0.106183 MAX 0.28208 | OPTUNA
52 RANDOM SEARCH 16 7.13E-05 0.21778 MEAN | 0.146274 | OPTUNA
53 RANDOM SEARCH 8 3.60E-05 0.474462 | MEAN | 0.224007 | OPTUNA
54 RANDOM SEARCH 32 9.77E-05 0.156034 | MEAN | 0.179582 | OPTUNA
55 RANDOM SEARCH 8 5.04E-05 0.243796 | MEAN | 0.123398 | OPTUNA
56 RANDOM SEARCH 32 8.19E-05 0.304537 | MEAN | 0.175379 | OPTUNA
57 RANDOM SEARCH 8 6.25E-05 0.456002 | MEAN | 0.134499 | OPTUNA
58 RANDOM SEARCH 32 1.09E-05 0.286239 MAX 0.185661 | OPTUNA
59 RANDOM SEARCH 16 1.09E-05 0.42904 MEAN | 0.140048 | OPTUNA
60 RANDOM SEARCH 32 1.64E-05 0.349156 | MEAN | 0.071337 | OPTUNA
61 RANDOM SEARCH 32 4.34E-05 0.390437 | MEAN | 0.293963 | OPTUNA
62 RANDOM SEARCH 32 1.87E-05 0.275589 | MEAN | 0.069614 | OPTUNA
63 RANDOM SEARCH 16 4.97E-05 0.263581 | MEAN | 0.093324 | OPTUNA
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64 RANDOM SEARCH 32 5.18E-05 0.364079 | MEAN |0.119983 | OPTUNA
65 RANDOM SEARCH 8 4.09E-05 0.26784 MAX 0.111933 | OPTUNA
66 RANDOM SEARCH 16 1.31E-05 0.118401 MAX 0.060182 | OPTUNA
67 RANDOM SEARCH 8 1.25E-05 0.296646 MAX 0.168368 | OPTUNA
68 RANDOM SEARCH 16 4.13E-05 0.354037 MAX 0.061326 | OPTUNA
69 RANDOM SEARCH 16 7.19€-05 0.363477 MAX 0.090734 | OPTUNA
70 RANDOM SEARCH 16 3.85E-05 0.476092 | MEAN |0.193869 | OPTUNA
71 RANDOM SEARCH 16 5.11E-05 0.108234 | MEAN |0.292477 | OPTUNA
72 GRID SEARCH 8 0.00001 0.3 MEAN 0.05 OPTUNA
73 GRID SEARCH 8 0.00001 0.1 MEAN 0.15 OPTUNA
74 GRID SEARCH 8 0.00001 0.1 MEAN 0.15 OPTUNA
75 GRID SEARCH 8 0.00001 0.1 MEAN 0.3 OPTUNA
76 GRID SEARCH 8 0.00001 0.3 MEAN 0.3 OPTUNA
77 GRID SEARCH 8 0.00001 0.3 MEAN 0.5 OPTUNA
78 GRID SEARCH 8 0.00001 0.1 MAX 0.05 OPTUNA
79 GRID SEARCH 8 0.00001 0.3 MAX 0.05 OPTUNA
80 GRID SEARCH 8 0.00001 0.3 MAX 0.15 OPTUNA
81 ‘GRID SEARCH 8 0.00001 03 MAX 03 OPTUNA
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RUN ID SEARCH TYPE BATCH_SIZ§ LEARNING RATE |DROPOUT| POOLING \RMUP_RA| MEMBER SPEARMAN PEARSON |TIME_MIN
1 RANDOM SEARCH 16 0.00004 0.162407 | MEAN |0.266544 | OPTUNA 3
2 RANDOM SEARCH 16 0.000093 0.432977 | MEAN |0.095851 | OPTUNA 243
3 RANDOM SEARCH 16 0.00002 0.344741 MAX 0.14159 | OPTUNA 251
4 RANDOM SEARCH 16 0.000033 0.336966 MAX 0.092631 | OPTUNA 2.54
5 RANDOM SEARCH 32 0.000064 0.221846 MAX 0.160038 | OPTUNA 243
6 RANDOM SEARCH 16 0.000081 0.203512 MEAN | 0.180017 | OPTUNA 244
7 RANDOM SEARCH 32 0.00006 0.4758 MEAN | 0.280469 | OPTUNA 245
8 RANDOM SEARCH 16 0.000021 0.255471 MAX 0.139188 | OPTUNA 248
9 RANDOM SEARCH 16 0.000063 0.12982 MEAN | 0.099679 | OPTUNA 2.61
10 RANDOM SEARCH 16 0.000054 0.408508 MAX 0.078967 | OPTUNA 246
11 RANDOM SEARCH 16 3.97E-05 0.162407 | MEAN | 0.088999 | OPTUNA 2.58
12 RANDOM SEARCH 16 5.11E-05 0.108234 | MEAN | 0.292477 | OPTUNA 219
13 RANDOM SEARCH 8 1.53E-05 0.221697 MAX 0.181189 | OPTUNA 225
14 RANDOM SEARCH 32 1.38E-05 0.216858 MAX 0.14159 | OPTUNA 2.16
15 RANDOM SEARCH 16 3.27E-05 0.336966 MAX 0.061613 | OPTUNA 2.19





image23.png
16 RANDOM SEARCH 8 8.89E-05 0.486253 | MEAN | 0.252099 | OPTUNA
17 RANDOM SEARCH 32 2.76E-05 0.148815| MEAN | 0.173794 | OPTUNA
18 RANDOM SEARCH 16 4.60E-05 0.224684 | MEAN | 0.180017 | OPTUNA
19 RANDOM SEARCH 32 5.96E-05 0.4758 MAX 0.273707 | OPTUNA
20 RANDOM SEARCH 16 1.57E-05 0.118091 | MEAN |0.131333 | OPTUNA
21 RANDOM SEARCH 32 2.27E-05 0.212374| MEAN | 0.185674 | OPTUNA
22 RANDOM SEARCH 16 9.70E-05 0.408898 | MEAN | 0.099679 | OPTUNA
23 RANDOM SEARCH 16 5.36E-05 0.408508 | MEAN | 0.068511 | OPTUNA
24 RANDOM SEARCH 32 4.20E-05 0.232359 MAX 0.06589 | OPTUNA
25 RANDOM SEARCH 32 4.34E-05 0.454885 | MEAN | 0.168054 | OPTUNA
26 RANDOM SEARCH 32 3.64E-05 0.408387 MAX 0.173449 | OPTUNA
27 RANDOM SEARCH 8 1.28E-05 0.112572 MAX 0.209103 | OPTUNA
28 RANDOM SEARCH 32 1.78E-05 0.264153 | MEAN | 0.238888 | OPTUNA
29 RANDOM SEARCH 32 1.45E-05 0.471879 | MEAN 0.25203 | OPTUNA
30 RANDOM SEARCH 16 1.54E-05 0.457024 | MEAN | 0.184836 | OPTUNA
31 RANDOM SEARCH 16 1.29E-05 0.191174 | MEAN | 0.156777 | OPTUNA
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32 RANDOM SEARCH 16 3.24E-05 0.266964 | MEAN | 0.105527 | OPTUNA
33 RANDOM SEARCH 32 2.10E-05 0.307516 | MEAN | 0.225755 | OPTUNA
34 RANDOM SEARCH 16 1.79E-05 0.298899 | MEAN 0.12522 | OPTUNA
35 RANDOM SEARCH 32 3.18E-05 0.120592 | MEAN | 0.119662 | OPTUNA
36 RANDOM SEARCH 8 3.09E-05 0.49426 MEAN | 0.110514 | OPTUNA
37 RANDOM SEARCH 16 5.35E-05 0.247113 MAX 0.208076 | OPTUNA
38 RANDOM SEARCH 8 6.84E-05 0.228312 MAX 0.09663 | OPTUNA
39 RANDOM SEARCH 32 1.04E-05 0.304837 | MEAN | 0.106624 | OPTUNA
40 RANDOM SEARCH 32 2.44E-05 0.474692 | MEAN 0.08438 | OPTUNA
41 RANDOM SEARCH 32 7.54E-05 0.203177 | MEAN | 0.214996 | OPTUNA
42 RANDOM SEARCH 8 1.75E-05 0.137241| MEAN | 0.274304 | OPTUNA
43 RANDOM SEARCH 8 2.23E-05 0.390382 MAX 0.274278 | OPTUNA
44 RANDOM SEARCH 8 1.21E-05 0.164651 MAX 0.274639 | OPTUNA
45 RANDOM SEARCH 8 4.61E-05 0.102025 | MEAN | 0.090202 | OPTUNA
46 RANDOM SEARCH 16 1.68E-05 0.384872 | MEAN |0.109312 | OPTUNA
47 RANDOM SEARCH 16 7.07E-05 0.363045 MAX 0.192077 | OPTUNA
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48 RANDOM SEARCH 16 1.75E-05 0.489204 | MEAN | 0.148274 | OPTUNA
49 RANDOM SEARCH 8 3.18E-05 0.330762 MAX 0.173129 | OPTUNA
50 RANDOM SEARCH 16 1.06E-05 0.358189 | MEAN | 0.094278 | OPTUNA
51 RANDOM SEARCH 16 2.35E-05 0.106183 MAX 0.28208 | OPTUNA
52 RANDOM SEARCH 16 7.13E-05 0.21778 MEAN | 0.146274 | OPTUNA
53 RANDOM SEARCH 8 3.60E-05 0.474462 | MEAN | 0.224007 | OPTUNA
54 RANDOM SEARCH 32 9.77E-05 0.156034 | MEAN | 0.179582 | OPTUNA
55 RANDOM SEARCH 8 5.04E-05 0.243796 | MEAN | 0.123398 | OPTUNA
56 RANDOM SEARCH 32 8.19E-05 0.304537 | MEAN | 0.175379 | OPTUNA
57 RANDOM SEARCH 8 6.25E-05 0.456002 | MEAN | 0.134499 | OPTUNA
58 RANDOM SEARCH 32 1.09E-05 0.286239 MAX 0.185661 | OPTUNA
59 RANDOM SEARCH 16 1.09E-05 0.42904 MEAN | 0.140048 | OPTUNA
60 RANDOM SEARCH 32 1.64E-05 0.349156 | MEAN | 0.071337 | OPTUNA
61 RANDOM SEARCH 32 4.34E-05 0.390437 | MEAN | 0.293963 | OPTUNA
62 RANDOM SEARCH 32 1.87E-05 0.275589 | MEAN | 0.069614 | OPTUNA
63 RANDOM SEARCH 16 4.97E-05 0.263581 | MEAN | 0.093324 | OPTUNA
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64 RANDOM SEARCH 32 5.18E-05 0.364079 | MEAN |0.119983 | OPTUNA
65 RANDOM SEARCH 8 4.09E-05 0.26784 MAX 0.111933 | OPTUNA
66 RANDOM SEARCH 16 1.31E-05 0.118401 MAX 0.060182 | OPTUNA
67 RANDOM SEARCH 8 1.25E-05 0.296646 MAX 0.168368 | OPTUNA
68 RANDOM SEARCH 16 4.13E-05 0.354037 MAX 0.061326 | OPTUNA
69 RANDOM SEARCH 16 7.19€-05 0.363477 MAX 0.090734 | OPTUNA
70 RANDOM SEARCH 16 3.85E-05 0.476092 | MEAN |0.193869 | OPTUNA
71 RANDOM SEARCH 16 5.11E-05 0.108234 | MEAN |0.292477 | OPTUNA
72 GRID SEARCH 8 0.00001 0.3 MEAN 0.05 OPTUNA
73 GRID SEARCH 8 0.00001 0.1 MEAN 0.15 OPTUNA
74 GRID SEARCH 8 0.00001 0.1 MEAN 0.15 OPTUNA
75 GRID SEARCH 8 0.00001 0.1 MEAN 0.3 OPTUNA
76 GRID SEARCH 8 0.00001 0.3 MEAN 0.3 OPTUNA
77 GRID SEARCH 8 0.00001 0.3 MEAN 0.5 OPTUNA
78 GRID SEARCH 8 0.00001 0.1 MAX 0.05 OPTUNA
79 GRID SEARCH 8 0.00001 0.3 MAX 0.05 OPTUNA
80 GRID SEARCH 8 0.00001 0.3 MAX 0.15 OPTUNA
81 ‘GRID SEARCH 8 0.00001 03 MAX 03 OPTUNA





image27.png
SPEARMAIJ PEARSON |TIME_MIN

RUNID EPOCHS POOLING DROPOUT

82 2 mean 0.3 0.8543| 0.9116 2.42
83 2 mean None 0.8542| 0.9124 2.84
84 2 max None

85 2 mean 0.3

86 2 mean 0.5

87 2 max 0.1

88 2 mean 0.4

89 2 max 0.5

90 2 max 0.2

a1

ean

na
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RUNID |ATCH { ¥ EPOC ¥ WARMUP RAT ¥ hX SEQ LEI ¥ | SPEARM, ¥ |PEARS! ~ | TIME MI ~
2 = 2 01 8 08508 170 minutes
6 = 3 01 8 08516 229 minutes
s o 2 01 8 0851 172 minutes
® o 3 01 8 081 235 minutes
% ® 2 0 8 08522 181 minutes
w7 ® 2 02 8 05515 177 minutes
B © 3 01 8 08523 258 minutes
© s 3 01 8 0851 271 minutes

w @ 2 01 %6 08539 190 minutes
o 2 01 %6 0853 193 minutes
02| 20 3 01 %6 08545 264 minutes
0w ® 2 01 %6 08544 196 minutes
w ® 3 01 %6 08549 267 minutes
ws| & 4 01 %6 08549 337 minutes
0| 3 0 %6 0858 272 minutes
w  © 3 02 %6 0858 269 minutes
we| 0 3 01 %6 08582 279 minutes
0 e 4 01 %6 0853 3668 minutes
| & 2 01 84 08857 220 minutes
m_ 3 01 84 08853 310 minutes
el © 2 01 84 08547 232 minutes
m e 3 01 84 08857 308 minutes
1] 2 0 84 08547 229 minutes
18] 2 02 84 [ 228 minutes
1] 3 01 84 08558 324 minutes
& 2 0 %6 08546 19 minutes
e & 2 01 %6 08544 200 minutes
& 2 02 %6 08544 197 minutes
v © 3 0 %6 0858 280 minutes
2 w2 3 02 256 08548 278 minutes .
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RUN ID EXPERIMENT RARNING RA OPTIMIZER WARMUP SPEARMAN PEARSON TIME_MIN
122 LOW LEARNING RATE 0.00001 ADAM N/A 0.8552 4.9
123 MID LEARNING RATE 0.00002 ADAM N/A 0.8562 252
124 ADAMW OPTIMIZER WITH 0.2 WARMUP | 0.00002 ADAMW N/A 0.857 25
125 HIGH LEARNING RATE 0.00003 ADAM 0 0.8563 2.55
126 VERY LOW LEARNING RATE 0.000005 ADAM 0 0.8535 247
127 |STOCHASTIC GRADIENT DESCENT OPTIMIZER| 0.0001 SGD 0 0.8456 251
128 ADAMW ONLY 0.00002 ADAMW 0 0.8567 25
129 ADAM WITH 0.1 WARMUP 0.00002 ADAM 0.1 0.8562 248
130 ADAMW WITH 0.4 WARMUP 0.00002 ADAMW 04 0.8569 2.53
131 ADAFACTOR OPTIMIZER 0.001 ADAFACTOR N/A 0.8536 257
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